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1. Basic Principles

The main objective of conducting any experiment, is usually to discover something about a
system or a process. Some experiments, especially in the social and medical sciences, may
involve human subjects, whereas other experiments conducted in the physical and natural
sciences or in engineering may require equipments or machines. Irrespective of the nature
of the experiment, it is common to have an input in the investigation and variables or
factors that are believed to influence an output, say y. The main focus of the experimenter
or investigator then, is to test or investigate the effect changes in the values or levels or
treatments of the variables will have on the outcome/output of the experiment, so that in
the future only the values of the variables that yield the ‘best’ output will be used in the
process. In some experiments, the experimenter has some control over how to set the values
of all the variables or factors involved. There are, however some experiments that involve
some variables that the investigator may have no control over how the levels or values are
set. In this course on experimental design, we will be studying how to assign or allocate
the levels or treatments of the controllable variables to the experimental units and how to
deal with uncontrollable variables as well as methods for analyzing data from experiments
so that the conclusions that are made eventually will be valid and meaningful. In summary,
the objectives of any experiment may include one or several of the following.

1. Determining which variables or factors are most influential on the output y.

2. Determining where to set the influential controllable factors so that the output is
almost always close to its optimum value.

3. Determining where to set the influential controllable factors so that changes in the
value of the output will be minimized. That is to minimize the variability in the
output.

4. Determining where to set the influential controllable factors so that the effects of the
uncontrollable factors are minimized.

To fix ideas, consider the following problem faced by wheat farmers which require planning
and conducting an experiment before it can be addressed.

Currently, recommendations for fertilizing wheat involve applying specified amounts
at specific stages of plant growth. Those recommendations were developed through
the use of periodic stem tissue analysis for nitrate content of the plant. Stem
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tissue analysis was thought to be an effective means to monitor the nitrogen sta-
tus of the crop and provide a basis for predicting required nitrogen for maximum
wheat yield.

However, the farmers have learnt from experience that the recommended amounts
are over and above required amounts at some stages and below the required
amount in some cases. They also feel that the timing require some adjustment.
Consequently, the farmers are interested in evaluating the effect of several dif-
ferent nitrogen fertilization timing and rate schedules on the stem tissue nitrate
amount and wheat production so that the current recommendations in use can
be refined.

In the problem described above, it is clear that the variable that farmers believe influence
their wheat production (output) and therefore wish to investigate is the timing and rate
schedule. Some questions an investigator may ask are

1. (a) Should timing and rate schedule be the only factor or variable of interest ? In
other words, are there other factors that should be investigated or controlled ?

(b) How many timing and rate schedules (i.e levels or treatments of the factor) should
be investigated ?

Supposing that the farmers or the Wheat Board decided to hire a researcher to plan and
conduct an experiment in order to investigate the problems and make recommendations to
the farmers.

After due consultation and several meetings with the farmers, the researcher
selects six different nitrogen fertilization timing and rate schedules which the
farmers believe provide the range of conditions necessary to evaluate the process.
For comparison, one of the six rates was a zero nitrogen called control. The
current standard recommendation was also selected for evaluation.

That is, the treatments or levels of the factor (timing and rate schedule) are the six selected
schedules.

In order to perform the experiment, the investigator chooses a plot in an irrigated
field with a water gradient along one direction of the experimental plot area.

Since plant responses are affected by variability in the amount of available moisture, the
water gradient becomes a factor that is external to the original plan for the experiment.
Observe that the investigator has no control over the amount of moisture that will flow to
each part of the experimental plot from the water gradient. However, the investigator knows
that the amount of water that flows from the gradient to a fixed section of the experimen-
tal plot area will be about the same. He or she can therefore use this fact to control the
influence of the water gradient on plant growth. Thus, instead of just a single controllable
factor (timing and rate schedule), we now have a second factor (water gradient) which is also
controllable. The question which the investigator must address at this point is: how does the
experimenter assign the six treatments of his controllable factor (timing and rate schedule)
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to the experimental plot, in the presence of a second controllable nuisance factor, so that any
identified difference between the timing and rate schedules can be attributed to differences
between the levels only and not due to the nuisance factor? That is, the allocation of the
levels of the controllable variable has to be done in such a way as to minimize the effect of
the nuisance factor (water gradient) so that results and conclusions from the experiment will
be valid and meaningful. The answer to such questions including data analysis techniques
and interpretation of results are the focus of this course on experimental design.

It can be seen from the nitrogen fertilization example, that there are two aspects to the
experimental problem (a) planning and conducting the experiment; and (b) data collection
and statistical analysis of the data. We shall encounter these two components in all ex-
perimental problems in this course and indeed in any experimental problem. These two
components are very closely related. We will soon discover that the method of statistical
analysis depends directly on how the experiment was conducted. That is, the method for
statistical analysis of data is automatically selected once the experiment is planned and con-
ducted in a given way. It is therefore very important to plan and conduct experiments in
consultation with the individual who will analyze the data or a statistician. The reason is
that the experimenter needs to be sure that the method of analysis will provide answers to
the questions that led to the planning and experimentation. Lack of proper planning and
consultation has sometimes caused experimenters to discard huge amounts of data, plan and
conduct an entirely new set of experiments with completely different methods, a situation
which can easily be avoided. We therefore wish to re-emphasize the significance of matching
the plan for conducting your experiments to the appropriate method of statistical analysis
and making sure that the analysis will provide answers to the questions of interest before
proceeding to the implementation of the plan.

We now discuss three basic principles which experimenters usually encounter at the planning
stage of an experiment. These are (a) replication (b) randomization and (c) blocking.

Replication: Replication simply means repeating the basic experiment.

As an example, in the nitrogen fertilization experiment, a basic experiment would
involve planting wheat in a small section of the experimental plot area and ap-
plying only one of the six timing and rate schedule. If we plant a different section
of the experimental plot area with wheat and apply the same timing and rate
schedule used in the first section above, we have repeated the basic experiment
twice for that timing and rate schedule. If this is done for each of the six timing
and rate schedule, we then say that the experiment has been replicated twice.
That means we will have two observed wheat production measurements for each
timing and rate schedule.

There are two important reasons for replicating an experiment. First, it allows us to compute
an estimate of the experimental error. You will see later in this course that this estimate
is useful in determining whether any differences between treatments or levels of a factor (in
this case amount of nitrogen fertilizer and the timing) is really statistically significant or the
result of random error. Secondly, replication allows us to obtain a more precise estimate of

3



the effect of each treatment and in the process to estimate the effect of a factor in the exper-
iment. Please, note that replication and repeated measurements are two different concepts
(see Page 13, Design and Analysis of Experiments for a good example).

Randomization: The assumption of independence is very central to the use of several
statistical methods and randomization usually ensures that this assumption is valid. By
randomization we mean that both the assignment of treatments or treatment combinations
to experimental units and the order in which the individual runs or trials of the experiment
are to be performed are randomly determined. In the nitrogen fertlization example the order
in which the six timing and rate schedules are to be assigned to sections of the experimental
plot and the section of the experimental plot to be planted first or second and so on should be
randomly determined. This ensures that the special preferences or bias of the experimenter
does not influence the choice of treatments and plot section. Bias usually increases the ex-
perimental error and therefore makes it more difficult to detect any statistically significant
differences between treatments or effect of a factor.

Blocking: Sometimes experimenters encounter situations where randomization of some
aspects of the experiment is difficult or impossible. For instance, in the nitrogen fertilization
experiment, as a result of the location of the experimental plot near a water gradient for
the purpose of irrigation, water gradient became a factor. However, the levels of this factor
cannot be controlled by the experimenter and therefore cannot be randomized. This factor
then becomes a restriction on randomization and called a nuisance factor. It is a nuisance
in the sense that it has the potential to influence the experimental output or response but
we are not interested in the factor. Blocking is a technique that is used to ensure that the
effect of a nuisance factor is reflected equally in the treatments or treatment combinations
of the factor(s) of interest, in order to improve the precision with which comparisons among
the factors of interest are made.

To illustrate how blocking works. Let us use the water gradient in the nitrogen
fertilization example as blocking factor. Since it is known that plant growth or
responses are affected by the amount of available moisture, the experimental plot
was grouped into adjacent rectangular blocks of six plots such that each block
occurred in the same part of the water gradient. In this way, each block will
receive approximately the same amount of moisture. The experimenter would
then randomly run all six timing and rate schedules within each of the blocks.
Thus, any differences in plant responses caused by the water gradient can be
associated with the blocks and any differences within blocks can be associated
with differences between the six timing and rate schedules.

In general, a block is a set of relatively homogeneous experimental conditions. Typically,
variability within a block is expected to be smaller than the variability between blocks.

2. SINGLE FACTOR EXPERIMENTS WITH FIXED EFFECTS

We begin our study of design methods and analysis with experiments involving only one
factor. For the purpose of illustration, let us consider the following problem.

The shell life of stored meats is the time a prepackaged cut remains salable, safe,
and nutritious. Standard packaging in ambient air atmosphere has a shelf life of
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about 48 hours after which the meat quality begins to deteriorate from microbial
contamination, color degradation, and shrinkage. Vacuum packaging is effective
in suppressing microbial growth; however, other quality losses remain a problem.

Recent studies suggested controlled gas atmospheres as possible alternatives to
existing packagings. Two atmospheres which promise to combine the capability
for suppressing microbial development while maintaining other meat qualities
were (1) pure carbon dioxide (CO2), and (2) mixtures of carbon monoxide (CO),
oxygen (O2), and nitrogen (N).

Based on this new information it was of interest to investigate some form of
controlled gas atmosphere as a packaging environment for meat.

Suppose that an investigator wishes to plan and conduct an experiment in order to evaluate
the effectiveness of each of the packaging methods in suppressing bacterial growth. We first
note that there is only one factor, Packaging Condition, in this experiment. Next, we then
identify the treatments or levels of this factor. In order to be able to compare the standard
packaging conditions with the new conditions, we select (1) ambient air in a commercial
plastic wrap and (2) vacuum, as control treatments. We also select the gas atmospheres (1)
100% CO2 and (2) a mixture of gases consisting of 1% CO, 40% O2, and 59% N as new
treatments that require further study.

It was decided that since only one factor is involved, a completely randomized design would
be used to conduct the experiment and that each of the four treatments will be replicated 3
times yielding a total of 12 observed measurements of bacterial growth. It was also agreed
to use steak as the meat for the experiment. In order to avoid introducing steak as a source
of variation, it was decided that the 12 steaks to be packaged will be of the same size, 75g
specifically, from the same source and also of the same quality. This is to ensure that steak
would not become a nuisance factor. Now, the question is, how do we randomly assign or
allocate treatments to the experimental units, the steaks. We illustrate one procedure as
follows.

1. Step 1. Assign the sequence of numbers 1, 2, 3, . . . , 10, 11, 12 to the 12 steaks.

2. Step 2. Randomly generate 12 numbers between 1 and 12 using a computer or a
random numbers table. Write the numbers down in the order in which they were
generated. Suppose the order is

1, 6, 7, 12, 5, 3, 10, 9, 2, 8, 4, 11

3. Step 3. Assign the first three steaks in the list (1,6, and 7) to treatment A - the
ambient air in a commercial plastic wrap. Assign the next three (12, 5, and 3) to
treatmen B - Vacuum packaging condition and so on. The final assignment should
look like

Steak: 1 6 7 12 5 3 10 9 2 8 4 11
Treatments: A A A B B B C C C D D D

The random assignment of treatments to the steaks is to ensure that each of the possible
assignments are equally likely.
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Once the assignment of treatments to the steaks was complete, each steak was
packaged separately in its assigned conditions and the number of psychrotrophic
bacteria on the meat was measured after nine days of storage at 4oC in a standard
meat storage facility. Psychrotrophic bacteria found on meat is usually associated
with spoilage of meat products.

Let us suppose that the data from the experiment is as shown in the table below.

Table 2.1. Log(count/cm3) of Psychrotrohic Bacteria

Packaging Condition Log(count/cm3)

Commercial plastic wrap 7.66 6.98 7.80
Vacuum packaged 5.26 5.44 5.80

1% CO, 40% O2, 59% N 7.41 7.33 7.04
100% CO2 3.51 2.91 3.66

The next step is to use appropriate statistical methods to analyze the data in order to
determine whether the gas atmospheres provide a more effective packaging environment as
suggested by the new study.

2.1. Statistical Analysis

It is often a good idea to start the analysis of data from experiments by examining the data
graphically for outliers, distribution of the data, and any peculiar features of the data that
can be observed visually. Commonly used graphs are, side-by-side boxplots, main effects
plot which is a plot of the treatment means, and sometimes a scatter diagram of the data.
The boxplot will indicate whether any of the observations is a possible outlier. It will also
show whether the treatment means are about the same or are very different and whether
the distribution of the data is symmetric or not. This plot will also give the experimenter
a visual indication of whether the effect of the treatments are about the same or vary sig-
nificantly. This can also be seen on the main effects plot. Both the boxplots and the main
effects plot also gives an indication of an ordering of the magnitude of the treatment effects.

If the levels of the factor are numerical, the scatter diagram will show the presence or other-
wise of any relationship between the levels and the observed responses. Note that the results
from these graphs are simply preliminary. More detailed statistical analysis and tests are
required to confirm or disprove the features highlighted by the graphs.

The boxplots for the data on packaging conditions show that the treatment means range
from about 3.3 to 7.5. Thus, there is an indication that the effect of packaging condition
on meat is not the same. However, the question is whether the observed difference is really
statistically significant. This is the aspect further tests will have to confirm or disprove. The
main effects plot and the box plot indicate the following ordering of the treatment means:
mean(Commercial wrap) > mean(mixture of gases) > mean(vacuum) > mean(100% CO2).
Again, further statistical test will either confirm or modify the nature of the ordering. What
this ordering suggests is that a statistical test is likely to find that the 100% CO2 packag-
ing environment is most effective for meat storage. It will not be wise to comment on the
distribution of the data because there are only 3 replicates per treatment. However, the
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Figure 1: A plot of the means (main effects plot) and side-by-side boxplots of observations
under each treatment.

boxplot suggests that log(bacteria count) is not symmetric. Furthermore, the boxplot does
not indicate the presence of a possible outlier in the data.

Once a preliminary analysis of the data has been completed the analyst then proceeds to carry
out more detailed and formal modelling and statistical tests to verify the points highlighted
by the plots and for additional information.

2.2. Analysis of Variance Model

In general, let us assume that in an experiment with only one factor there are a treatments
and each treatment is replicated n times. Then, there will be a total of N = an data points
or observations at the end of the experiment. Let yij denote the j-th data point under
treatment i. That is, y12 is the second observation under treatment 1. Let τi be a measure
of the effect of treatment i and µ be the overall population average of the response variable.
A useful model for describing the single factor experiment with fixed effects is the one-way
or single factor analysis of variance (ANOVA) model or the effects model given by

yij = µ+ τi + ²ij, i = 1, 2, . . . , a; j = 1, 2, . . . , n, (2.1)

where ²ij is random error which accounts for the randomness in the observed responses. The
ANOVA model can also be written as

yij = µi + ²ij, i = 1, 2, . . . , a; j = 1, 2, . . . , n, (2.2)

called the means model, where µi = µ + τi is the population mean of the response under
treatment i. For statistical convenience, it is usually assumed that the error terms are inde-
pendent and identically distributed random variables with mean zero and constant variance
σ2. The assumption of normality is made if the experimenter intends to conduct statistical
tests. Together, these assumptions are represented mathematically as

²ij
iid∼ N(0,σ2).

Notice that the effects and means models (2.1) and (2.2) respectively assumes that the num-
ber of data points n collected under each of the a treatments are equal. When this happens,
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the design is called a balanced design. On the other hand, if the number of replicates under
the a treatments are not equal, the design is said to be unbalanced.

The effects model (2.1) represent two experimental situations. First, if the a treatments is a
random sample from a large population of possible treatments, then (2.1) is called a random
effects model. In this case, τi is a random variable and any conclusions which we make
about the treatments studied in the experiment can be extended to the entire population of
treatments. Alternatively, the effects τi are said to be fixed if the a treatments are chosen
specifically by the experimenter. Here, the model (2.1) is called a fixed effects model. Con-
clusions made about the treatments in a fixed effects model apply only to the treatments
in the experiment and cannot be extended to the population of treatments. The first three
sections of this course will focus on fixed effects models. In §4 we will briefly discuss random
effects models.

Once a model has been established for describing the experiment, the analyst has to (a)
estimate the parameters of the model, (b) determine whether there is no treatment effect
or whether the treatment means are equal, and (c) use appropriate statistical techniques to
provide answers to other questions of interest.

Notations

In this section, we introduce some notations we shall use throughout the course. For i =
1, 2, . . . , a, we let

yi· =
nX
j=1

yij, − i-th treament total,

ȳi· =
yi·
n
, − i-th treament mean,

y·· =
aX
i=1

nX
j=1

yij, − total of all observations, and

ȳ·· = y··/N, − overall mean,
where N = an is the total number of observations.

2.3. Estimation of Model Parameters

The unknown parameters in the model that are to be estimated are (a) µ, (b) τi, i = 1, 2 . . . , a
and (c) σ2. That is, a total of a + 2 parameters. We shall use the least squares method
of estimation in obtaining estimates of the a + 1 parameters in (a) and (b). The variance
parameter σ2 will be estimated from the residuals arising from the estimates of µ and τi.
The method of least squares seeks the values µ̂ and τ̂i of the parameters which minimize the
error sum of squares given by

Q =
aX
i=1

nX
j=1

²2ij =
aX
i=1

nX
j=1

(yij − µ− τi)2 . (2.3)

From elementary calculus, these values are the solutions to the a+1 simultaneous equations

∂Q

∂µ

¯̄̄̄
¯
µ̂,τ̂i

= 0,
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∂Q

∂τi

¯̄̄̄
¯
µ̂,τ̂i

= 0, i = 1, 2, . . . , a.

By differentiating (2.3) with respect to µ and τi and simplifying, we obtain the following
a+ 1 equations.

Nµ̂ + nτ̂1 + nτ̂2 + · · · + nτ̂a = y··
nµ̂ + nτ̂1 = y1·
nµ̂ + nτ̂2 = y2·
· · · · · · · · · · · · · · · = · · ·
· · · · · · · · · · · · · · · = · · ·
nµ̂ + nτ̂a = ya·

(2.4)

These equations are called the least squares normal equations. Observe that the first normal
equation is equal to the sum of the last a normal equations. This implies that the equations
are not linearly independent and hence will not have a unique solution for µ, τ1, . . . , τa.
One approach to dealing with such problems is by imposing one additional constraint on
the parameters. This constraint will lead to one possible solution. If a different constraint
is used, the solution will be different. Since the effects are the deviations from the overall
mean, τi = µi − µ, it seems reasonable to apply the constraint

aX
i=1

τ̂i = 0. (2.5)

Using this constraint, we find from the first normal equation that

µ̂ = ȳ··.

It follows from the other normal equations that an estimate of the i-th treatment effect is

τ̂i = ȳi· − ȳ··, i = 1, 2, . . . , a.

The nonuniqueness of the solution to the normal equations may, at first, appear to be a
problem. However, there are certain functions of the parameters, called contrasts (to be
studied later), that can be uniquely estimated regardless of which constraint is used. It
turns out that most of the tests required to answer problems arising from experiments can
be expressed as contrast. That, is the good news.

Now, once the parameter estimates have been computed, we can obtain the residuals eij as

eij = yij − ŷij = yij − µ̂− τ̂i
= yij − ȳ·· − ȳi· + ȳ··
= yij − ȳi·, i = 1, 2, . . . , a; j = 1, 2, . . . , n. (2.6)

The error variance σ2 can now be estimated by using the residual sum of squares.

EXAMPLE 2.1: Continuing with the packaging conditions experiment, we find that

a = 4, n = 3 and N = an = 12.
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Also, the treatment totals (sum of observations for each packaging condition) and overall
total are

y1· = 22.44, y2· = 16.50, y3· = 21.78, y4· = 10.08, and y·· = 70.8.

The a+ 1 = 5 normal equations for this data are

12µ̂ + 3τ̂1 + 3τ̂2 + 3τ̂3 + 3τ̂4 = 70.8
3µ̂ + 3τ̂1 = 22.44
3µ̂ + 3τ̂2 = 16.50
3µ̂ + 3τ̂3 = 21.78
3µ̂ + 3τ̂4 = 10.08

By solving these normal equations under the constraint

4X
i=1

τ̂i = 0,

we find that the estimates are

µ̂ = ȳ·· =
70.8

12
= 5.9,

τ̂1 = ȳ1· − ȳ·· = 22.4

3
− 5.9 = 1.58,

τ̂2 = ȳ2· − ȳ·· = 16.5

3
− 5.9 = −0.4,

τ̂3 = ȳ3· − ȳ·· = 21.78

3
− 5.9 = 1.36,

τ̂4 = ȳ4· − ȳ·· = 10.08

3
− 5.9 = −2.54.

It follows that the estimated or fitted effects model is

ŷij = µ̂+ τ̂i, i = 1, 2, 3, j = 1, 2, 3, 4.

From these estimates, we can then compute the estimate of the i-th treatment mean µ̂i =
µ̂+τ̂i, which is the treatment mean for packaging condition i, i = 1, 2, 3, 4. That is, µ̂1 = 7.48,
µ̂2 = 5.5, µ̂3 = 7.26 and µ̂4 = 3.36. The residuals computed from eij = yij − ŷij are shown
in the table below.

Table 2.2. Residuals from Fitted Fixed Effects Model

Packaging Condition Residuals eij
Commercial plastic wrap 0.18 -0.5 0.32
Vacuum packaged -0.24 -0.06 0.3

1% CO, 40% O2, 59% N 0.15 0.07 -0.22
100% CO2 0.15 -0.45 0.3

Supposing that we decided to use a different side condition or constraint, say

τ̂4 = 0,
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in solving the normal equations. Then, the solution to the normal equations become

τ̂4 = 0

µ̂ =
10.08

3
= 3.36,

τ̂1 = ȳ1· − µ̂ = 22.4

3
− 3.36 = 4.12,

τ̂2 = ȳ2· − µ̂ = 16.5

3
− 3.36 = 2.14,

τ̂3 = ȳ3· − µ̂ = 21.78

3
− 3.36 = 3.90.

Notice that the solutions obtained by using the constraint
Pa
i=1 τ̂i = 0 is different from that

obtained when the constraint τ̂4 = 0 was used. This highlights the point that the solution
to the normal equations is not unique but depends on the constraint used. We have however
mentioned that some functions of the effects can be uniquely estimated irrespective of the
constraint used.

To estimate the variance we first note that

S2i =

Pn
j=1 (yij − ȳi·)2
ni − 1 ,

is the variance of the observations under the ith treatment. Now, using the method of
pooling, we obtain a pooled estimate of σ2 to be

σ̂2 =
(n1 − 1)S21 + (n2 − 1)S22 + · · ·+ (na − 1)S2a

(n1 − 1) + (n2 − 1) + · · ·+ (na − 1)
=

Pa
i=1(ni − 1)S2i
N − a ,

where N =
Pa
i=1 ni. For balanced designs, n1 = n2 = · · · = na = n. We can show that

σ̂2 =

Pa
i=1(ni − 1)S2i
N − a =

Pa
i=1

Pni
j=1 e

2
ij

N − a .

We define SSE =
P
i=1

Pni
j=1 e

2
ij, called the error or residual sum of squares and dfE =

N − a called the degrees of freedom for error. We shall refer to the expression MSE =
σ̂2 =

Pa
i=1

Pni
j=1 e

2
ij/N − a as the error or residual mean square. This result shows a strong

connection between design and regression analysis.

2.4. Hypothesis Testing

Decomposition of the Total Sum of Squares

One of the objectives of experimental design is to identify the “best” treatment among the
treatments under investigation. The first step in this process is to verify whether there is
any significant difference (statistically) between the effect the treatments on the response.
If we determine that there is not difference then there will be no need to proceed further in
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the investigation except to examne the suitability of the model used in the analysis through
model diagnostics or model adequacy checking. On the other hand, if we find that there is
a significant difference, then the next step is to determine which treatment or combination
of treatments are better than the others.

Now, the null hypothesis of no difference between treatment effects is usually written as

H0 : τ1 = τ2 = · · · = τa = 0
versus the alternative

H1 : at least one τi is not zero, i = 1, 2, . . . , a.

It can be shown that the null hypothesis of no treatment effects above is equivalent to the
null hypothesis of equality of treatment means

H0 : µ1 = µ2 = · · · = µa
against the alternative

H1 : at least one µi is not equal to the others, i = 1, 2, . . . , a.

The process for constructing a test statistic forH0 starts with decomposing the total variation
in a the observed response into the contributing sources of variation. In a single factor
completely randomized design, one can identify only two contributing sources of variation.
These are (a) variation arising from differences between treatments, and (b) variation arising
from differences within each treatment. Differences within each treatment could arise as a
result of errors in how the treatment was applied at each replication. Therefore, this accounts
for the randomness in the observed responses. The total variation is therefore made up of
(a) variation between treatments, and (b) variation within treatment or variation due to
random error. The total variation or overall variability in the data is usually measured by
the total corrected sum of squares given by

SST =
aX
i=1

nX
j=1

(yij − ȳ··)2.

Following our discussion above, the overall variation can be partitioned into two components
(between and within treatments) as follows.

Total Sum of Squares = Sum of Squares Between Treatments

+Sum of Squares Within Treatments

SST = SSTreatments + SSE.

Mathematically, this becomes,

aX
i=1

nX
j=1

(yij − ȳ··)2 =
aX
i=1

nX
j=1

τ̂2i +
aX
i=1

nX
j=1

e2ij

= n
aX
i=1

(ȳi· − ȳ··)2 +
aX
i=1

nX
j=1

(yij − ȳi·)2, (2.7)
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where eij = yij − ȳi· are the residuals. Corresponding to the partitioning of the sum of
squares, we also partition the total degrees of freedom as follows

total degrees of freedom = degrees of freedom for treatments + Error degrees of freedom

N − 1 = (a− 1) + (an− a).
The total degrees of freedom is N − 1 = an− 1 because there is a total of N observations.
The degrees of freedom for treatments counts the number of treatment effects that can be
independently or uniquely estimated. We saw that only a − 1 of the treatments can be
independently estimated. Therefore, degrees of freedom for treatments is a−1. The degrees
of freedom for error can be obtained by subtraction.

Students will find that the following expressions are easier to use for hand calculations.

SST =
aX
i=1

nX
j=1

(yij − ȳ··)2 =
aX
i=1

nX
j=1

y2ij −
y2··
N

(2.8)

SSTreatments = n
aX
i=1

(ȳi· − ȳ··)2 = 1

n

aX
i=1

y2i· −
y2··
N

(2.9)

SSE =
aX
i=1

nX
j=1

(yij − ȳi·)2 =
aX
i=1

nX
j=1

y2ij −
1

n

aX
i=1

y2i·. (2.10)

EXAMPLE 2.2: In this example we decompose the total variation in the data from the
experiment on packaging conditions into two sources of variation (a) variation from packaging
conditions (between treatments), and (b) variation from random error (within treatment).
First, we note, from Example 1, that

y21· = 503.5536, y
2
2· = 272.25, y

2
3· = 474.3684, y

2
4· = 101.6064, and y2·· = 5012.64,

and the table of squared observations given below is needed for hand calculation of the sum
of squares.

Table 2.3. Squared Log(count/cm3)of Psychrotrophic Bacteria

Packaging Condition Squared Log(count/cm3)

Commercial plastic wrap 58.6756 48.7204 60.84
Vacuum packaged 27.6676 29.5936 33.64

1% CO, 40% O2, 59% N 54.9081 53.7289 49.5616
100% CO2 12.3201 8.4681 13.3956

Now, by substituting into the expressions for SST and SSTreatments, we find that

SST =
aX
i=1

nX
j=1

y2ij −
y2··
N
= 33.7996 (2.11)

SSTreatments =
1

n

aX
i=1

y2i· −
y2··
N
= 32.8728. (2.12)

Therefore, we obtain the SSE by subtraction,

SSE = SST − SSTreatments = 33.7996− 32.8728 = 0.9268.
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The corresponding degrees of freedoms are

dfT = N − 1 = 11, dfTreatments = a− 1 = 3 and dfE = N − a = 8.
Note that SSTreatments can also be obtained by summing the squared estimates of the treat-
ment effects τi and then multiplying by the number of replicates. That is,

SSTreatments = n
aX
i=1

τ2i = 3 ∗ (1.582 + (−0.4)2 + 1.362 + (−2.54)2) = 32.8728.

Furthermore, the Error sum of squares can also be obtained by summing the squared resid-
uals. That is,

SSE =
aX
i=1

nX
j=1

e2ij = 0.18
2 + (−0.5)2 + · · ·+ (−0.45)2 + 0.32 = 0.9268.

Analysis of Variance Table

We recall that the error variance is estimated by the error or residual mean square given by

σ̂2 = MSE =
Error sum of squares (SSE)

Error degrees of freedom

=

Pa
i=1

Pn
j=1 e

2
ij

N − a
=

Pa
i=1

Pn
j=1(yij − ȳi·)2
N − a . (2.13)

Similar to the Mean Squared Error, we also have the Mean Squares for Treatment or Treat-
ment Mean Square defined by

MSTreatments =
Treatment sum of squares (SSTreatments)

Treatment degrees of freedom

=
n
Pa
i=1 τ̂

2
i

a− 1
=

n
Pa
i=1(ȳi· − ȳ··)2
N − a . (2.14)

By examining the expected values of these mean squares we can show that

E (MSTreatments) = σ
2 +

n
Pa
i=1 τ

2
i

a− 1 ,

and
E (MSE) = σ

2.

This implies that the Mean Squared Error (MSE) is an unbiased estimate of the error
variance σ2. It is also clear that if there is no treatment effect, i.e τi = 0 for all values of
i, then the treatment mean square (MSTreatments) is also an unbiased estimate of the error
variance σ2 and the ratio

E (MSTreatments)

E (MSE)
= 1.
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In this case, the computed values of MSTreatments and MSE will be about the same and
the experimenter is not likely to identify any differences between treatments. On the other
hand, if treatment effects are significantly different from zero, then

E (MSTreatments)

E (MSE)
>> 1

depending on the magnitude of the treatment effects τi. Here, one will find that the computed
values of MSTreatments and MSE will differ significantly. The magnitude of the difference
will depend on the size of the treatment effects and MSTreatments will be much larger than
MSE. It therefore seems reasonable to use the ratio of mean squares as a test statistic for
checking or evaluating whether treatment effects are really statisically significant. Thus, a
reasonable test statistic for the null hypothesis of no treatment effects

H0 : τ1 = τ2 = · · · = τa = 0

versus the alternative

H1 : at least one τi is not zero, i = 1, 2, . . . , a.

or equality of treatment means

H0 : µ1 = µ2 = · · · = µa
against the alternative

H1 : at least one µi is not equal to the others, i = 1, 2, . . . , a.

is

F0 =
MSTreatments

MSE
.

The analysis of variance table, summarizes the results from decomposition of the sum of
squares, the mean squares and the test statistic, into a tabular form as shown below.

Table 2.4. The Analysis of Variance Table for the Single-Factor Fixed Efects Model

Source of Sum of Degrees of Mean
Variation Squares Freedom Squares F0
Between SSTreatments F0 =
Treatments = n

Pa
i=1(ȳi· − ȳ··)2 a− 1 MSTreatments

MSTreatments
MSE

Error(within
treatments) SSE = SST − SSTreatments N − a MSE

Total SST =
Pa
i=1

Pn
j=1(ȳij − ȳ··)2 N − 1

There is a theorem called Cochran’s Theorem (see Page 69 of course text) which tells us
that both SSTreatments/σ

2 and of SSE/σ
2 follow the χ2 distribution. It then follows directly

that the distribution of the test statistic F0 when H0 is true, called the null distribution of
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F0, is the F-distribution with a − 1 and N − a degrees of freedom. Consequently, we can
easily compute the p-value of the test as

p− value = P (Fa−1,N−a > F0),
where Fa−1,N−a is a random variable following the F-distribution with a−1 and N−a degrees
of freedom. One will then reject H0 if the p− value is less than the level of significance α of
the test. Alternatively, the null hypothesis is rejected if the computed value of F0 is larger
than the critical F value Fα,a−1,N−a.

EXAMPLE 2.3: Here we use information from Example 2 to compute the mean squares
and an estimate of the error variance. Now,

σ̂2 = MSE =
Error sum of squares (SSE)

Error degrees of freedom
=
0.9268

8
= 0.11585,

and

MSTreatment =
Treatment sum of squares (SSTreatments)

Treatment degrees of freedom
=
32.8728

3
= 10.9576.

Therefore, the value of the F-statistic needed for testing the null hypothesis of no treatment
effect is

F0 =
MSTreatments

MSE
=
10.9576

0.11585
= 94.58438,

and the corresponding p-value is

p− value = 1− P (F3,8 < 94.58438) = 1.375881× 10−6.
The magnitude of the p-value suggests a very strong evidence against the no treatment effect
hypothesis. That is, there is a very strong evidence that at least one of the treatments is
more effective than the others in reducing bacterial growth. The sum of squares, degrees
of freedoms and mean squares can now be combined to construct the Analysis of variance
(ANOVA) table for bacteria counts.

Table 2.5. The Analysis of Variance Table for log(count/cm2) of

psychrotrophic bacteria from the meat storage experiment.

Source of Sum of Degrees of Mean
Variation Squares Freedom Squares F0 p− value
Between
Treatments 32.8728 3 10.9576 94.58438 0.00000138

Error(within
treatments) 0.9268 8 0.11585

Total 33.7996 11

Note that both MINITAB and SPLUS softwares can be used to obtain the results in Examples
1,2 and 3. Students are required to outline the test for equality of treatment means as shown
below.
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1. H0: τ1 = τ2 = τ3 = τ4 = 0 (OR H0: µ1 = µ2 = µ3 = µ4),

2. H1: at least one τi is nonzero (OR Ha: at least one µi is not equal to the others),
i = 1, 2, 3, 4.

3. Value of Test Statistic: F0 =MSTreatments/MSE = 94.584.

4. p− value: 0.00000138.
5. Conclusion: Since the p-value is very small, we conclude that there is very strong
evidence that one of the treatments is more effective than the others in reducing or
suppressing bacterial growth.

The question that we have to answer now as a result of the conclusion reached is, which one
of the treatments was most effective ? A visual examination of the main effects plot appear
to suggest the ordering,

µcommercial > µmixture > µvacuum > µCO2.

This ordering suggests that the 100% carbondioxide is most effective. However, a more
formal statistical comparison is needed to confirm or disprove this conclusion reached by
visually examining the main effects plot. The section on treatment comparisons will help us
to answer this question more formally.

2.5. Diagnosing Agreement Between the Data and the Model

Recall that the assumptions we made about the fixed effects model (2.1) for the single fac-
tor experiment was that the error terms in the model are (a) independent (b) identically
distributed normal random variables with (c) constant variance σ2. Since these are assump-
tions, it is very important to verify their validity for each data being analyzed. You may have
noticed that when we discussed Cochran’s theorem, the assumptions of normality, constant
variance and independence were required for the test statistic to follow the F-distrbution
when the null hypothesis of no treatment effect is valid. Thus, if any of the assumptions of
constant variance, independence and normality is not valid for any data, one cannot rely on
the conclusions from any F-test based on that data. The good news is that if the diagnostic
methods detects violation of the assumptions of normality or constant variance, it may be
possible to correct the problem by applying appropriate transformations. The bad news is
that violation of the assumption of independence is almost impossible to correct at the anal-
ysis stage of the experiment. It is therefore important to take appropriate steps to ensure
that this assumption will be valid when the experiment is being planned and conducted.
Proper randomization of the experiment is an important step in obtaining independence.

Students should note that the estimation procedure does not depend on the assumptions of
independence or normality. Thus, the parameter estimates may be correct whether these
assumptions are valid or not. However, if the variance is not constant, the estimates will
be affected. In this case, alternative methods of estimation has to be used. Alternatively, a
transformation of the data should be carried out and the transformed data used for parameter
estimation. There are a number of graphical and analytic diagnostic methods, most of which
use the residuals eij, for verifying the validity of these assumptions. We begin with the
assumption of normality.
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The Normality Assumption

A simple and quick graphical method for checking the validity of the normality assumption
is to compare the residuals to the quantiles of the standard normal distribution. If the error
terms come from a normal population, we expect to see a linear relationship between the
residuals and the quantiles. Thus, a plot of the residuals versus the quantiles should resemble
a straight line if the underlying error distribution is normal. This plot is called the normal
probability plot or the quantile-quantile (QQ) plot. It is common to find a few deviations
from a straight line at the lower and upper end points of the graph. Therefore, in visualizing
the straight line, more emphasis should be placed on the central values of the plot than on
the extremes.

The presence of points on the extremes of the plot that deviate from a straight line simply
point to the fact that the error distribution for the data under consideration may be slightly
skewed. If the plot bends downward slightly on the left side, then the negative residuals
are not quite as large (in absolute value) as the positive residuals and the right tail of the
distribution is longer than the left. On the other hand if the plot bends upward on the left
side, then the negative residuals are much larger (in absolute value) than the positive resid-
uals. In general, moderate departures from normality should be of little concern because the
F-test will only be slightly affected. Consequently, the F-test and related procedures such as
treatment comparisons (to be discussed later) are said to be robust against slight deviations
from normality.

The procedure for constructing the normal plot is as follows.

Table 2.6. Ordered residuals, cumulative probability (fi) and

corresponding standard normal quantiles for psychrotrophic bacteria

Normal
Order Residual fi Quantile
1 -0.50 0.04166667 -1.7316644
2 -0.45 0.12500000 -1.1503494
3 -0.24 0.20833333 -0.8122178
4 -0.22 0.29166667 -0.5485223
5 -0.06 0.37500000 -0.3186394
6 0.07 0.45833333 -0.1046335
7 0.15 0.54166667 0.1046335
8 0.15 0.62500000 0.3186394
9 0.18 0.70833333 0.5485223
10 0.30 0.79166667 0.8122178
11 0.30 0.87500000 1.1503494
12 0.32 0.95833333 1.7316644

1.Step 1 Arrange the residuals in increasing order.

Step 2 Compute the cumulative proportion fi = (i−0.5)/N , i = 1, 2, . . . , N , correspond-
ing to each residual. The value of f is designed to avoid the value fN = 1 for
which there is no finite value of the quantile of the standard normal distribution.
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Figure 2: Plots for model adequacy checking

Note that any slight modification of fi = 1/N to avoid fN = 1 should also be
adequate for the QQ plot.

Step 3 Obtain the standard normal quantile zi corresponding to each value of fi. That
is, determine the value of zi for which Φ(zi) = fi, where Φ(zi) = P (Z < zi) and
Z is the standard normal random variable.

Step 4 Plot the ordered residuals against their corresponding quantile.

Note that most statistical softwares are able to provide students with a QQ plot once the
residuals are supplied. To illustrate the procedure we present Table 2.6 values obtained by
applying Steps 1 to 3 above to the residuals obtained from the analysis of the data from
the meat storage experiment. Plotting the residuals versus the standard normal quantiles
in the last column yields the QQ plot or the normal probability plot of the residuals. In
Figure 2 we display some plots of the residuals from the analysis of the data on bacteria
counts in the meat storage experiment. The normal plot appear to curve downward on the
extreme right of the graph. This suggests that the positive residuals are slightly smaller in
magnitude compared to the absolute values of the negative residuals. This is an indication
that the distribution may be slightly skewed with the left tail of the error distribution longer
than the right tail. However, the normal plot does not indicate any serious violation of the
normality assumption.

Independence Assumption

The validity of the assumption of independence can also be verified grapically. A plot
of the residuals in the sequence the data was collected versus the time order or sequence
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t = 1, 2, . . . ,N is useful in verifying independence of the error terms. This is called a time
plot of the residuals. If the independence assumption is valid for the data under consid-
eration, the time plot should show no obvious pattern and the points should be randomly
scattered about a horizontal line drawn through the point eij = 0. Conversely, if the error
terms are not independent and there is a relationship or correlation between error terms k
distances apart, then some form of a pattern will be noticed in the time plot. For instance
the plot may display runs of positive residuals followed by negative residuals, then positives
and so on. Such a pattern would immediately indicate that the independence assumption
has been violated.

We mentioned earlier that care must be taken to properly randomize the experiment to
ensure independence because violation of this assumption is difficult to correct once data
has been collected.

Constant Variance Assumption

It is possible to show mathematically that if the model assumptions are true, then the co-
variance between the residuals and the fitted values from the effects model will be zero.
Furthermore, the residuals should have zero correlation with any other variable or factor in
the model. This implies that a plot of the residuals versus the fitted values or observations
under any of the treatments should have no discernible pattern. It should be without struc-
ture. One violation that is commonly revealed by a plot of residuals versus the fitted values
is nonconstant variance. In this case, students will notice that the residuals are increasing
or decreasing as the fitted values increase. In balanced designs, violation of the constant
variance assumption only slightly affects the F-test. This is a very good reason for using
balanced designs when planning an experiment. In unbalanced designs or in cases where
one variance is much larger than the others, the effect on the F-test is very significant and
cannot be ignored.

In Figure 2, we see that the plot of residuals versus fitted values does not show any obvi-
ous pattern. We therefore do not need to worry about violation of the constant variance
assumption in the data on bacterial growth.

There are several formal statistical tests for homogeneity of variances in the literature. Some
commonly used tests are Bartlett’s test, Levene’s test and the F max test. We shall discuss
only Levene’s test here and refer students to Page 81 of D. C. Montgomery, 5th Edition for
a description of Bartlett’s test.

Levene’s Test

Let eyi be the median of the observations under treatment i, i = 1, 2, . . . , a.
Define zij = |yij − eyi|, i = 1, 2, . . . , a, j = 1, 2, . . . , n. Now, construct an analysis
of variance table using zij as data and form the test statistic

F0 =
MSTreatment
MSE

=
n
Pa
i=1(z̄i· − z̄··)2/(a− 1)Pa

i=1

Pn
j=1(zij − z̄i·)2/(N − a)

,

and compute the corresponding p− value
p− value = P (Fa−1,N−a > F0).
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The null hypothesis of constant or homogeneous variances, H0 : σ
2
1 = σ

2
2 = · · · =

σ2a, is rejected or not rejected depending on the magnitude of the p− value.

Example 2.4: Continuing with the example on bacterial growth, it is easy to find thatey1 = 7.66, ey2 = 5.44, ey3 = 7.33 and ey4 = 3.51. Then, the zij’s can be computed as in the
table below.

Table 2.7 Transformed Log(count/cm3) of Psychrotrophic Bacteria

Packaging Condition Transformed Log(count/cm3), zij = |yij − eyi|.
Commercial plastic wrap 0.00 0.68 0.14
Vacuum packaged 0.18 0.00 0.36

1% CO, 40% O2, 59% N 0.08 0.00 0.29
100% CO2 0.00 0.60 0.15

We now construct the ANOVA table based on zij to obtain the table shown below.

Table 2.8. The Analysis of Variance Table for transformed log(count/cm2) of

psychrotrophic bacteria, zij = |yij − eyi|.
Source of Sum of Degrees of Mean
Variation Squares Freedom Squares F0 p− value
Between
Treatments 0.0419333 3 0.01397778 0.1987833 0.894336

Error(within
treatments) 0.5625333 8 0.07031667

Total 0.6044666 11

The large p − value in the ANOVA table is very strong evidence that the variance can be
assumed equal.

When these diagnostic procedures detect nonconstant variance, it may be possible to correct
the problem by applying one of the variance-stabilizing transformations. The entire analysis
is then repeated using the transformed data. Some of the commonly used transformations
are

(a) Square root transformation: y∗ij =
√
yij.

(b) Log transformation: y∗ij = loge(yij).

(c) Reciprocal Square root: y∗ij = 1/
√
yij.

(d) Reciprocal transformation: y∗ij = 1/yij.

The question of which of these transformations to use on a particular data has received
considerable attention in the literature. For some discussion on this, please refer to Page
83-86 of D. C. Montgomery. However, students will have to use a trial and error approach
until an acceptable transformation is found.
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Nonparametric Methods

Sometimes we may encounter data from experiments that violate the assumption of normality
and the experimenter may have no choice but to use an alternative to the F-test that does
not depend on this assumption. Nonparametric methods, in general, are methods which do
not require the validity of any distributional assumption. A nonparametric alternative to
the F-test analysis of variance procedure is the Kruskal-Wallis test.

The Kruskal-Wallis Test

The procedure for the Kruskal-Wallis test begins with ranking the observations yij in ascend-
ing order. If two or more observations have the same value (that is ties), the analyst assigns
the average rank to each of the tied observations. Let Rij be the rank of the observations yij
and Ri· be the sum of the ranks of the observations under treatment i. The Kruskal-Wallis
test statistic is defined by

H =
1

S2

"
aX
i=1

R2i·
ni
− N(N + 1)

2

4

#
,

where ni is the number of observations under treatment i, N is the total number of obser-
vations and

S2 =
1

N − 1

 aX
i=1

niX
j=1

R2ij −
N(N + 1)2

4

 ,
is the variance of the ranks Rij. It is clear from the expression for H that the numerator
is similar to SSTreatments with yi· replaced by Ri· and that S2 is similar to SST with yij
replaced by the ranks Rij. Observe that if there are no ties, the double summation in the
expression for S2 becomes 12 + 22 + · · · + N2 = N(N + 1)(2N + 1)/6 and S2 reduces to
S2 = N(N + 1)/12. In that case, the test statistic becomes

H =
12

N(N + 1)

aX
i=1

R2i·
ni
− 3(N + 1).

If the ni’s are reasonably large, say ni ≥ 5, H has been found to be approximately distributed
as χ2a−1 when the null hypothesis is true. Therefore, the null hypothesis is rejected if

H > χ2α,a−1.

One could also compute the p−value and use the value as a basis for rejecting or not reject-
ing H0. (Reminder: null hypothesis - no treatment effects or equality of treatment means).

Example 2.5: In this example we use the data from the packaging condition experiment to
illustrate how to apply the Kruskal-Wallis Test. Table 2.9 contains the ranks of the log. of
the bacteria counts from the packaging condition experiment.

Table 2.9. Rank of Log Counts of Psychrotrophic Bacteria.

Packaging Condition Rank(Log(count/cm3)), Rij . Ri·
Commercial plastic wrap 11 7 12 30
Vacuum packaged 4 5 6 15

1% CO, 40% O2, 59% N 10 9 8 27
100% CO2 2 1 3 6
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Clearly, N = 12 and n1 = n2 = n3 = n4 = 3. Using the S-PLUS software, we found that the
variance of the ranks S2 = 13. It follows that

H =
1

S2

"
aX
i=1

R2i·
ni
− N(N + 1)

2

4

#

=
1

13

"
302 + 152 + 272 + 62

3
− 12× 13

2

4

#
= 9.461538.

Now, the p− value corresponding to the value H = 9.461538 is

p− value = 1− P (χ23 ≤ 9.461538) = 0.02374407.
That is, at α = 0.05, the evidence from the data leads to a rejection of the null hypothesis
of no treatment effects.

2.6. Analysis of Unbalanced Data

The analysis of data from unbalanced designs is quite similar to the procedure for balanced
designs. Let ni be the number of observations under treatment i, i = 1, 2, . . . , a. Then,
N =

Pa
i=1 ni is the total number of observations, and

yi· =
niX
j=1

yij, ȳi· =
yi·
ni
, i = 1, 2, . . . , a.

The parameter estimators remain the same with the new definitions of N and ȳi·. The only
changes to the computation of the sums of squares are

SST =
aX
i=1

niX
j=1

y2ij −
y2··
N

SSTreatment =
aX
i=1

y2i·
ni
− y

2
··
N
.

The SSE can then be computed by subtraction. No other changes are required in the analysis
of variance.

2.7. Confidence Intervals for Treatment Means

If we refer back to the fixed effects model in §2.2, we will observe that the variance of an
observation is given by

V (yij) = σ
2.

It is then straightforward to show, by using the assumptions of constant variance and in-
dependence, that the variance of the mean of the observations under the i-th treatment ȳi·
is

σ2ȳi· = V (ȳi·) = V

 nX
j=1

yij/n

 = σ2

n
.
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The standard error of ȳi· denoted by sȳi·, is obtained by replacing the unknown constant
variance σ2 by its estimate σ̂2 =MSE and taking square root. That is,

sȳi· = σ̂ȳi· =

s
MSE
n

.

Consequently, a (1− α)100% confidence interval estimate of the i-th treatment population
mean µi becomes

µ̂i ± tα
2
,N−asµ̂i = ȳi· ± tα2 ,N−asȳi·. (2.15)

Example 2.6: In a particular calibration study on atomic absorption spectroscopy the re-
sponse measurements were the absorbance units on the instrument in response to the amount
of copper in a dilute acid solution. Five levels of copper were used in the study with four
replications of the zero level and two replications of the other four levels. The spectroscopy
data for each of the copper levels are given in the table as micrograms copper/milliliter of
solution

Table 2.10. Absorbance Units from Calibration Study.

Copper(mg/ml)

0.00 0.05 0.10 0.20 0.50
0.045 0.084 0.115 0.183 0.395
0.047 0.087 0.116 0.191 0.399
0.051
0.054

(a) Write the linear statistical model for this study, and explain the model components.
State the assumptions necessary for an analysis of variance of the data.

(b) Evaluate the adequacy of your model.

(c) Compute the analysis of variance for the data. Test the hypothesis of no differences
among means of the five treatments at the 0.05 level of significance.

(d) Compute the least squares means and their standard errors for each treatment.

(e) Compute the 95% confidence interval estimates of the treatment means.

Solution

(a) Let yij be the j-th absorbance unit under the i-th level of copper.
Let τi be the effect on absorbance unit due to the i-th level of copper.
Let µ represent the population average of absorbance units.
Let ²ij represent the random error in the j-th absorbance unit under the i-th level of
copper. Let n1 = 4, n2 = n3 = n4 = 2. Then, the linear statistical model for the study
on atomic absorption spectroscopy is given by,

yij = µ+ τi + ²ij, i = 1, 2, 3, 4; j = 1, 2, . . . , ni.

Assumptions
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Figure 3: Residual Plots for Model Adequacy Checking

(i) yij’s are independent.

(ii) yij’s have constant variance σ
2.

(iii) yij’s are identically distributed normal random variables.

(b) To evaluate the adequacy of the above model, we fit the model to the data, compute the
residuals and use graphical methods to evaluate the validity of the assumptions. The
plot in Figure 3 show that the assumption of normality is reasonably valid. However, it
is difficult to conclude that the constant variance assumption is valid since the plot of
residuals versus fitted values seem to show a pattern. In such a case, a more formal test
such as Levene’s test should then be applied to determine the validity of the constant
variance assumption.

(c) Using S-PLUS, it is straightforward to find that

τ̂1 = −0.09800, τ̂2 = −0.06175,
τ̂3 = −0.03175, τ̂4 = 0.03975,

τ̂5 = 0.24975, µ̂ = 0.14725,

and that the treatment means are given by

ȳ1· = 0.04925, ȳ2· = 0.0855,
ȳ3· = 0.11550, ȳ4· = 0.187,

ȳ5· = 0.39700.

The ANOVA table in Table 2.11 can also be easily obtained from S-PLUS or MINITAB.
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Table 2.11. The Analysis of Variance Table for Absorbance Units

in a Calibration Study on Atomic Absorption Spectroscopy.

Source of Sum of Degrees of Mean
Variation Squares Freedom Squares F0 p− value
Copper 0.1759685 4 0.04399213 3284.745 ≈ 0

Error(within
treatments) 0.0000937 7 0.00001339

Total 0.1760622 11

(d) The least square means are µ̂i = m̂u+ τ̂i = ȳi·. These values can be found in Part (c)
of the solution. The standard error for each treatment mean is given by

Sȳi· =

s
MSE

ni
.

That is, for i = 1 we have

Sȳi· =

s
MSE

ni
=

s
0.00001339

4
= 0.001829617,

and for i = 2, 3, 4, 5, we have

Sȳi· =

s
MSE

ni
=

s
0.00001339

2
= 0.00258747.

(e) A (1− α)100% confidence interval for µi is given by

µ̂i ± tα/2,N−aSµ̂i = ȳi· ± tα/2,N−aSȳi· .
At 95% confidence level, we find that α = 0.05 and tα/2,N−a = t0.025,7 = 2.364624.
Therefore a 95% confidence interval estimate of µi is

ȳi· ± 2.364624Sȳi·.
For i = 1, we have

ȳ1· ± 2.364624Sȳ1· = 0.04925± 2.364624× 0.001829617,
and for i = 2, 3, 4, 5, we have

ȳi· ± 2.364624Sȳi· = ȳi· ± 2.364624× 0.00258747.
It follows that the required intervals, correct to four decimal places, are

For µ1 : (0.0449, 0.0536); For µ2 : (0.0794, 0.0916);
For µ3 : (0.1094, 0.1216); For µ4 : (0.1809, 0.1931);
For µ5 : (0.3909, 0.4031);
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3. TREATMENT COMPARISONS

In our example on the meat storage experiment, we saw that the overall test of no treatment
effect was rejected and we had to try to answer the question as to which treatment was
most effective in reducing bacterial growth. We made an attempt to answer this question
informally by using graphical methods. Before the meat storage experiment was actually
conducted, some questions that may be of interest to meat producers may include,

1. Is the creation of an artificial atmosphere more effective in reducing bacterial growth
than ambient air with commercial wrap ?

2. Are the gases more effective than a complete vacuum ?

3. Is pure C02 more effective than a mixture of CO, O2 and N ?

In this section, we will focus on statistical methods for comparing individual treatments
or groups of treatments in order to determine the “best” in some sense. The procedures for
making these comparisons are generally called multiple comparison methods.

3.1. Contrasts

The above three specific questions from the meat storage experiment can be formulated
in terms of a statistical hypothesis as follows. Let µ1 represent the population mean for
commercial wrap treatment. Similarly, let µ2, µ3, and µ4 denote the population means for
the artificial atmospheres represented by vacuum, mixture of gases and 100% carbondioxide
treatments respectively. Then, the statistical hypothesis for the three questions are

1. Artificial atmospheres versus Commercial wrap:

H01 : 3µ1 = µ2 + µ3 + µ4 OR H01 : Γ1 = 3µ1 − µ2 − µ3 − µ4 = 0.

2. Vacuum versus Gases:

H02 : 2µ2 = µ3 + µ4 OR H02 : Γ2 = 2µ2 − µ3 − µ4 = 0.

3. C02 versus Mixture of CO, O2 and N:

H03 : µ3 = µ4 OR H03 : Γ3 = µ3 − µ4 = 0.

Now, let us examine the coefficients of the terms in the linear combinations Γ1, Γ2, and Γ3.
To do this we construct a table of coefficients for these expressions.

Table 3.1 Treatment Mean Coefficients

Treatment mean

Contrast µ1 µ2 µ3 µ4
Γ1 3 -1 -1 -1

Γ2 0 2 -1 -1

Γ3 0 0 1 -1
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One obvious conclusion from this table is that the coefficients of the treatment means in
each of Γ1, Γ2, and Γ3 sum to zero. For instance, for Γ1, the coefficients (3,-1,-1,-1) add up
to zero. Any linear combination of treatment means or treatment effects which satisfies the
property that the coefficients in the linear combination sum to zero is called a contrast. In
general, a linear combination of parameters of the form

Γ =
aX
i=1

ciµi, (3.1)

is called a contrast if the coefficients c1, c2, . . . , ca satisfies the condition

aX
i=1

ci = 0.

For unbalanced designs the required condition for contrasts is

aX
i=1

nici = 0.

Contrasts play a central role in multiple comparison methods because most of the compar-
isons that arise can be expressed as contrasts and of more importance is the fact that con-
trasts can be uniquely estimated even though the individual parameters cannot be uniquely
estimated. It is this uniqueness of contrasts that makes it appealing to experimenters. A
contrast is therefore said to be an estimable function. A consequence of the idea of con-
trasts is that the three hypotheses arising from the three questions from the meat storage
experiment can be written as

H0 : Γ =
4X
i=1

ciµi = 0, (3.2)

where for H01, c1 = 3, c2 = c3 = c4 = −1; for H02, c1 = 0, c2 = 2, c3 = c4 = −1; and for H03,
c1 = c2 = 0, c3 = 1, c4 = −1.

Now, let us take a second look at the table of treatment mean coefficients. What do we see
? Observe that if we multiply the corresponding coefficients of the parameters in any two
contrasts and then sum them, the result is still zero. For example, consider multiplying the
coefficients of Γ1 and Γ2. Then, we have 3× 0 + (−1)× 2+ (−1)× (−1) + (−1)× (−1) = 0.
Notice that Γ1 and Γ3 as well as Γ2 and Γ3 also has this property. When this happens, the
pair of contrasts are said to be orthogonal. In this case, Γ1 and Γ2 are orthogonal contrasts.
Γ1 and Γ3 and Γ2 and Γ3 are also orthogonal. For balanced designs, two contrasts with
coefficients {ci} and {di} are orthogonal if

aX
i=1

cidi = 0.

For unbalanced designs this condition becomes

aX
i=1

nicidi = 0.
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Orthogonal contrasts are a very useful special case of contrasts. In an experiment involving
a treatments, we can only define a − 1 independent orthogonal contrasts. It can be shown
that any other contrast orthogonal to the initial a−1 orthogonal contrasts can be expressed
as a linear combination of the a− 1 independent orthogonal contrasts. We will see later on
that the sum of squares for each of the a− 1 independent orthogonal contrasts will sum to
the sum of squares for treatments. The a − 1 orthogonal contrast sum of squares are thus
said to partition the treatment sum of squares into single-degrees-of-freedom components.

To test a hypothesis such as (3.2) that involves a contrast requires the construction of a test
statistic. Now, the sample version or estimate of (3.1) is

C =
aX
i=1

ciµ̂i =
aX
i=1

ciȳi·, (3.3)

with variance, assuming indpendence,

V (C) = V

Ã
aX
i=1

ciȳi·

!
=
σ2

n

aX
i=1

c2i , (3.4)

and standard error obtained by replacing σ2 by σ̂2 =MSE and taking square root

S.E.(C) =

vuutMSE
n

aX
i=1

c2i . (3.5)

Now, it can be shown that if the assumption of normality holds, then the estimate C in (3.3)
is also normality distributed with mean Γ given in (3.1) and variance V (C) given in (3.4).
That is, C ∼ N(Γ, V (C)). By standardizing C, that is dividing C by its standard deviationq
V (C), we obtain a standard normal random variable. This leads to,

Z =
Cq
V (C)

=

Pa
i=1 ciȳi·q

σ2

n

Pa
i=1 c

2
i

∼ N(0, 1).

Thus Z is normally distributed with mean 0 and variance 1. Now, by replacing the unknown
variance σ2 by its estimateMSE in the expression for Z, we obtain a random variable which
follows the student t-distribution with N − a degrees of freedom which can be used as a
test statistic for the null hypothesis (3.2) versus the two-tailed alternative. That is, one test
statistic for the test

H0 : Γ =
aX
i=1

ciµi = 0, versus H1 : Γ =
aX
i=1

ciµi 6= 0, (3.6)

is

t0 =
C

S.E.(C)
=

Pa
i=1 ciȳi·q

MSE
n

Pa
i=1 c

2
i

. (3.7)

By noting that ȳi· = yi·/n we can also rewrite the test statistic as

t0 =

Pa
i=1 ciyi·q

nMSE
Pa
i=1 c

2
i

. (3.8)
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The null hypothesis is then rejected if the absolute value of the computed value of t0, |t0|, is
larger than the critical value tα/2,N−a of the t-distribution. The magnitude of the p− value
given by

p− value = 2P (TN−a > |t0|),
where TN−a is a random vaiable which is distributed as the student’s t-distribution with
N − a degrees of freedom can also be used as a basis for rejecting or not rejecting the null
hypothesis.

An alternative to the T -test for (3.6) is the F -test with test statistic

F0 = t
2
0 =

(
Pa
i=1 ciȳi·)

2

MSE
n

Pa
i=1 c

2
i

,

or

F0 = t
2
0 =

(
Pa
i=1 ciyi·)

2

nMSE
Pa
i=1 c

2
i

.

The null hypothesis (3.6) is rejected if F0 > Fα,1,N−a. If we define, the contrast sum of
squares SSC as

SSC =
(
Pa
i=1 ciyi·)

2

n
Pa
i=1 c

2
i

,

then, the test statistic F0 can be written as

F0 =
SSC/1

SSE/(N − a) =
MSC
MSE

,

where MSC = SSC/1 is the mean square for contrasts.

When the design is unbalanced, we replace n by ni and the t-statistic becomes

t0 =

Pa
i=1 ciyi·q

MSE
Pa
i=1 nic

2
i

,

whereas the contrast sum of squares for the F-test becomes

SSC =
(
Pa
i=1 ciyi·)

2Pa
i=1 nic

2
i

.

Example 3.1: Consider the contrasts Γ1, Γ2 and Γ3 with coefficients defined in Table 3.1.
Now, recall from Example 2.1 that

ȳ1· = 7.48, ȳ2· = 5.50,
ȳ3· = 7.26, ȳ4· = 3.36.
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Thus, estimates of Γ1, Γ2 and Γ3 are given by

C1 = 3ȳ1· − ȳ2· − ȳ3· − ȳ4· = 6.32,
C2 = 2ȳ2· − ȳ3· − ȳ4· = 0.38,
C3 = ȳ3· − ȳ4· = 3.90.

Furthermore, in Table 2.5 we find that MSE = 0.11585. Therefore, the standard error of
the estimated contrasts are

S.E.(C1) =

vuutMSE
n

aX
i=1

c2i =

s
0.11585

3
× 12 ≈ 0.6809,

S.E.(C2) =

vuutMSE
n

aX
i=1

c2i =

s
0.11585

3
× 6 ≈ 0.4814,

S.E.(C3) =

vuutMSE
n

aX
i=1

c2i =

s
0.11585

3
× 2 ≈ 0.2779.

In addition, the sum of squares for each of the contrasts are computed as follows.

SSΓ1 =
nC21

n
Pa
i=1 c

2
i

=
3× 6.322
12

= 9.9856,

SSΓ2 =
nC22

n
Pa
i=1 c

2
i

=
3× 0.382

6
= 0.0722,

SSΓ3 =
nC23

n
Pa
i=1 c

2
i

=
3× 3.92
2

= 22.815.

Students should note that the sum of squares for Between treatments in Table 2.5 equals the
sum of the sum of squares for the three orthogonal contrasts. That is, in this example the
three independent orthogonal contrasts sum of squares SSΓ1 SSΓ2 and SSΓ3 have partitioned
the sum of squares for treatments into three single-degrees-of-freedom components

SSTreatments = SSΓ1 + SSΓ2 + SSΓ3 .

It follows that the test statistic for testing the null hypothesis

H01 : Γ1 = 3µ1 − µ2 − µ3 − µ4 = 0,

against a two-sided alternative is either

t0 =
C1

S.E.(C1)
=

6.32

0.6809
≈ 9.2818,

or

F0 = t
2
0 =

"
C1

S.E.(C1)

#2
=
MSC1

MSE
≈ 86.152.

It is common practice to construct an enlarged ANOVA table which includes the sum of
squares for the contrasts as shown in Table 3.2.
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Table 3.2. An Enlarged Analysis of Variance Table for log(count/cm2)

of psychrotrophic bacteria from the meat storage experiment.

Source of Sum of Degrees of Mean
Variation Squares Freedom Squares F0 p− value

Packaging Condition 32.8728 3 10.9576 94.58438 0.00000138

Contrast
Γ1 (9.9856) 1 9.9856 86.152 0.00001476
Γ2 (0.0722) 1 0.0722 0.6232 0.45261370
Γ3 (22.815) 1 22.815 196.94 0.00000065

Error(within
treatments) 0.9268 8 0.11585

Total 33.7996 11

Now, a (1− α)100% confidence interval for the contrast Γ2 is given by

C2 ± tα/2,N−aS.E.(C2) = 0.38± tα/2,80.4814.

At 95% confidence level, we find that tα/2,8 = t0.025,8 = 2.306. Therefore, a 95% confidence
interval for Γ2 is

−0.7301 ≤ Γ2 ≤ 1.4901.
3.2. Simultaneous Confidence Intervals & Comparison of All Contrasts

Experimenters often encounter two types of contrasts. These are (a) contrasts that are
specified prior to running the experiment and examining the data, (b) contrasts that are
specified after preliminary examination of the data. The method of contrasts discussed above
is generally suitable for preplanned comparisons with contrasts described in (a). Statistical
hypotheses may involve a single contrast as in (3.6). At other times, the test may involve
more than one contrast. It is well known that there is always the chance of reaching the
wrong conclusion in tests of hypotheses. As an example, one may conclude that the null
hypothesis involving a single contrast is true when in fact it is false. This is called the
Type I error. The chance or probability of committing a Type I error is commonly referred
to as the level of significance α or the comparisonwise Type I error rate. When testing
hypothesis involving more than a single contrast, one can commit more than one Type I
error. For instance, suppose we wish to use the t0-statistic to test three contrasts, A, B C
simultaneously, there is the possibility of committing 0, 1, 2, or 3 Type I errors. In this case,
the accumulated chance of committing a Type I error, called the experimentwise Type I error
rate is no longer equal to the significance level α but equal to the chance of committing at
least one Type I error among the family of three comparisons. This experimentwise error
rate is often larger than α with the magnitude depending on the number of contrasts that are
being compared simultaneously. This will mean that the corresponding confidence level will
actually be smaller than the desired level of (1−α)100%. Simultaneous comparison methods
were developed to ensure that the overall confidence level for simultaneous comparison of a
family of, say r, contrasts is at least (1− α)100%.
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Scheffé’s Method

Scheffé’s method of comparison which will be discussed in this section is designed for com-
paring any and all possible contrasts that have been identified after preliminary examination
of the data. Suppose that by examining the data we identified the following m contrasts in
the treatment mean

Γ1 = c11µ1 + c21µ2 + · · ·+ ca1µa
Γ2 = c12µ1 + c22µ2 + · · ·+ ca2µa
· · · = · · ·+ · · ·+ · · ·+ · · ·+ · · ·
· · · = · · ·+ · · ·+ · · ·+ · · ·+ · · ·
Γm = c1mµ1 + c2mµ2 + · · ·+ camµa.

Clearly, we can use only one equation to represent this set of m contrasts by writing

Γk = c1kµ1 + c2kµ2 + · · ·+ cakµa, k = 1, 2, . . . ,m.
Now, we proceed as before to estimate Γk by

Ck = Γ̂k = c1kµ̂1 + c2kµ̂2 + · · ·+ cakµ̂a,
= c1kȳ1· + c2kȳ2· + · · ·+ cakȳa·, ; k = 1, 2, . . . ,m,

where the standard error of Ck is

SCk = S.E.(Ck) =

vuutMSE aX
i=1

c2ik
ni
,

and ni is the number or replicates under treatment i. For balanced designs ni = n. It can
be shown that the critical value for testing the null hypothesis

H0 : Γk = 0, k = 1, 2, . . . ,m, (3.9)

is
Sα,k = SCk

q
(a− 1)Fα,a−1,N−a.

For each value of k, the null hypothesis (3.9) is rejected if |Ck| > Sα,k. A decision can also
be reached based on whether the simultaneous confidence intervals arising from Scheffé’s
method given by

Ck − Sα,k ≤ Γk ≤ Ck + Sα,k,
covers the point zero. For each k, the null hypothesis is not rejected if the confidence interval
includes zero.

Example 3.2: A traffic engineering study on traffic delaywas conducted at intersections
with signals on urban streets. Three types of traffic signals were utilized in the study: (1)
pretimed, (2) semi-actuated, and (3) fully actuated. Five intersections were used for each
type of signal. The measure of traffic delay used in the study was the average stopped time
per vehicle at each of the intersections (seconds/vehicle). The data follow.
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Pretimed Semi-actuated Fully actuated
36.6 17.5 15.0
39.2 20.6 10.4
30.4 18.7 18.9
37.1 25.7 10.5
34.1 22.0 15.2

Some questions that could be asked are as follows.

(a) Write the linear statistical model for this study and explain the model compo-
nents.

(b) State the asumptions necessary for an analysis of variance of the data.

(c) Compute the analysis of variance for the data.

(d) Compute the least squares means of the traffic delay and their standard errors for
each signal type.

(e) Compute the 95% confidence interval estimates of the signal type means.

(f) Test the hypothesis of no difference among the mean traffic delay of the signal
types with the F test at the 0.05 level of significance.

(g) Write the normal equations for the data.

(h) Estimate the following contrasts and their standard errors.

i) A contrast Γ1 between the pretimed and the average of the semi- and fully
actuated signals.

ii) A contrast Γ2 between the semi- and fully actuated signals.

(i) Are the contrasts orthogonal ? Justify your answer.

(j) Compute the sum of squares of each contrast.

(k) Test the null hypothesis for each contrast, H0 : Γi = 0, i = 1, 2, with the student
t test at the 0.05 level of significance.

(l) Test the null hypothesis for each contrast, H0 : Γi = 0, i = 1, 2, with the F test
at the 0.05 level of significance.

(m) What is the relationship between the two tests in Parts (k) and (l) ?

(n) Use the Scheffé test at the 0.05 level of significance to test the null hypotheses
about the contrasts in Part (h).

In order to illustrate the Scheffé procedure, we will only provide solutions to Part (n). Stu-
dents can practice solving Parts (a)-(m) using examples from previous sections as a guide.

Solution: Using the S-PLUS software, we computed the analysis of variance table for the
data shown in Table 3.3. Let µ1 = population mean under pretimed signals, µ2 = population
mean under semi-actuated signals and µ3 = population mean under fully-actuated signals.
Then the contrasts of interest are Γ1 = 2µ1 − µ2 − µ3 and Γ2 = µ2 − µ3. From the data, it
is easily verified that the mean of the observations under each signal are

ȳ1· = 35.48, ȳ2· = 20.9, ȳ3· = 14,
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and the signal effects are estimated to be

τ̂1 = 12.02, τ̂2 = −2.56, τ̂3 = −9.46.
Table 3.3. Analysis of Variance Table for average

stopped time per vehicle at five intersections.

Source of Sum of Degrees of Mean
Variation Squares Freedom Squares F0 p− value
Signal 1202.628 2 601.314 52.35343 1.181706×10−6

Error 137.828 12 11.4857

Total 1340.456 14

Using the above information, we find that the contrasts are estimated by

C1 = 2ȳ1· − ȳ2· − ȳ3· = 2× 35.48− 20.9− 14 = 36.06,

and
C2 = ȳ2· − ȳ3· = 20.9− 14 = 6.9,

respectively. Now, the standard errors of the estimates are

SC1 = S.E.(C1) =

vuutMSE 3X
i=1

c2i1
ni
=

s
11.4857× 6

5
= 3.712525,

and

SC2 = S.E.(C2) =

vuutMSE 3X
i=1

c2i2
ni
=

s
11.4857× 2

5
= 2.143427.

We note that a = 3, ni = n = 5 in this problem and that Fα,a−1,N−a = F0.05,2,12 = 3.885294.
Therefore,

S0.05,1 = SC1

q
2× F0.05,2,12 = 3.712525×

√
2× 3.885294 = 10.34895.

Similarly,

S0.05,2 = SC2

q
2× F0.05,2,12 = 2.143427×

√
2× 3.885294 = 5.974969.

It follows that both H0 : Γ1 = 0 and H0 : Γ2 = 0 are rejected since |C1| > S0.05,1 and
|C2| > S0.05,2 respectively.

From the above results, it is straightforward to compute the 95% simultaneous confidence in-
terval estimates for Γ1 and Γ2. For Γ1, the interval is (25.71105, 46.40895) and (0.925031, 12.87497)
for Γ2. Both intervals do not contain zero, which confirms the decision to reject the two null
hypotheses.
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Bonferroni’s Test

Recall that simultaneous confidence intervals for contrasts hold simultaneously with a con-
fidence level of at least (1 − α)100%. Bonferroni’s interval is quite similar to the interval
(2.15) for treatment means. The two-sided (1− α)100% confidence interval is given by

Ck − tα
2
,r,N−aS.E.(Ck) ≤ Γk ≤ Ck + tα

2
,r,N−aS.E.(Ck), (3.10)

where r is the number of contrasts in the family of contrasts being compared and tα
2
,r,N−a is

the Bonferroni’s t-statistic. A table for Bonferroni’s t can be found in the course text.

To use the Bonferroni’s statistic for simultaneous testing of several contrasts, for each k, we
reject H0 if the Bonferroni’s interval covers zero. Alternatively, the t0 test statistic given by
(3.7) or (3.8) can be computed and the value compared to the Bonferroni’s statistic tα

2
,r,N−a.

Example 3.3: We shall use the data in Example 3.2 to illustrate how the Bonferroni test can
be applied. For the contrasts Γ1 and Γ2 we found that C1 = 36.06 and C2 = 6.9 respectively
with corresponding standard errors SC1 = 3.712525 and SC2 = 2.143427. In this example,
r = 2, a = 3, N = 15 and at α = 0.05, the Bonferroni’s statistic tα

2
,r,N−a = t α

2r
,N−a = t0.0125,12

= 2.56. Therefore, a 95% Bonferroni simultaneous confidence interval for Γ1 and Γ2 are

Ck − 2.56× S.E.(Ck) ≤ Γk ≤ Ck + 2.56× S.E.(Ck).
It follows that the required confidence interval for Γ1 is (26.556, 45.564) and (1.413, 12.387)
for Γ2.

Since both intervals do not cover zero, the two hypotheses H0 : Γ1 = 0 and H0 : Γ2 = 0 are
to be rejected. Alternatively, we first compute the t− statistic

t0 =
C1

S.E.(C1)
=

36.06

3.712525
≈ 9.713,

and

t0 =
C1

S.E.(C1)
=

6.9

2.143427
≈ 3.219.

Since the t0 values are larger than the Bonferroni critical value tα
2
,r,N−a = t α

2r
,N−a = t0.0125,12

= 2.56, we reject H0 in both cases.

3.3. Comparing Pairs of Treatment Means

There are several methods in the literature for comparing pairs of treatment means. However,
we shall discuss the Tukey’s test and the Fisher Least Significant Difference (LSD) Method
because many statisticians prefer to use the Tukey’s test and the LSD method has been
found to be very effective in detecting true differences in means even though it does not use
the experimentwise error rate. In this section, the hypotheses of interest is of the form

H0 : µi = µj , versus H1 : µi 6= µj , (3.11)

for all i 6= j = 1, 2, . . . , a. Note that among a treatments, there are a total of a(a − 1)/2
pairwise comparisons.
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Tukey’s Test

Tukey’s procedure uses the distribution of the studentized range statistic

q =
ȳmax − ȳminq

MSE
n

,

to construct a test for the hypotheses (3.11) for which the overall significance level is α when
the design is balanced and at most α when the design is unbalanced. In the expression for
q, ȳmax is the largest mean and ȳmin is the smallest mean.

Suppose we denote the degrees of freedom associated with the mean squared error by dfE and
recall that ȳi· and ȳj· are the means of the observations under treatments i and j respectively.
Then, Tukey’s procedure rejects the null hypothesis H0 in (3.11) if

|ȳi· − ȳj·| > Tα,

where

Tα =
qα(a, dfE)√

2

vuutMSE
Ã
1

ni
+
1

nj

!
.

In balanced designs we have ni = nj = n and the expression for Tα reduces to

Tα = qα(a, dfE)

s
MSE
n

.

Tables containing values of the upper α percentage points of q, qα(a, dfE) can be found in the
Appendix of the course text. Simultaneous confidence intervals for differences in all pairs of
means can also be constructed from the procedure. The simultaneous confidence level (SCI)
for these intervals is exactly (1 − α)100% in balanced designs and at least (1 − α)100% in
unbalanced designs. The SCI for µi − µj is given by

ȳi· − ȳj· ± qα(a, dfE)√
2

vuutMSE
Ã
1

ni
+
1

nj

!
, i 6= j.

Example 3.4: We continue with the data in Example 3.2. The design in that example is
balanced with a = 3 treatments and n1 = n2 = n3 = 5. We found that

ȳ1· = 35.48, ȳ2· = 20.9, ȳ3· = 14,

and that MSE = 11.4857 with degrees of freedom dfE = 12. Using statistical tables for
percentage points of the studentized range statistic qα(a, dfE), we find that at α = 0.01,
qα(a, dfE) = q0.01(3, 12) = 5.046. Therefore,

T0.01 = q0.01(3, 12)

s
MSE
n

= 5.04×
s
11.4857

5
≈ 7.647878.
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Now, the difference in means of the three pairwise comparisons are

ȳ1· − ȳ2· = 35.48− 20.9 = 14.58
ȳ1· − ȳ3· = 35.48− 14 = 21.48
ȳ2· − ȳ3· = 20.9− 14 = 6.9.

By comparing the absolute values of these differences to the value of T0.01, we see that the
two null hypotheses H0 : µ1 = µ2 and H0 : µ1 = µ3 are to be rejected. Whereas, the null
hypothesis H0 : µ2 = µ3 cannot be rejected. The results of this test can be used to rank the
treatment means as follows

µFully actuated = µSemi actuated < µPretimed.

From the above results it easy to see that a 99% Tukey simultaneous confidence interval for
µ1 − µ2 is given by

ȳ1· − ȳ2· ± T0.01 = 14.58± 7.65.
The SCI for µ1 − µ3 and µ2 − µ3 can be computed in the same way.

The Fisher Least Significant Difference (LSD) Method

The LSD method uses the t-statistic (3.7) for testing the contrast (3.11). In this procedure,
we define the least significant difference (LSD) as

LSD(α) = tα/2,N−a

s
2MSE
n

,

if the design is balanced and

LSD(α) = tα/2,N−a

vuutMSE
Ã
1

ni
+
1

nj

!
,

if the design is unbalanced. Then the null hypothesis H0 in (3.11) is rejected if

|ȳi· − ȳj·| > LSD(α), i 6= j.

Example 3.5: Again, we will use the data in Example 3.2. The results from Example 3.4
show that

ȳ1· − ȳ2· = 35.48− 20.9 = 14.58
ȳ1· − ȳ3· = 35.48− 14 = 21.48
ȳ2· − ȳ3· = 20.9− 14 = 6.9.

So, we only need to evaluate LSD(α). Now, at α = 0.01,

LSD(0.01) = t0.005,12

s
2MSE
n

= 3.05×
s
2× 11.4857

5
≈ 6.537.

Therefore, the LSD method leads to the same conclusion as the Tukey procedure.
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3.4. Comparing Treatment Means with a Control

There are several experiments in which one of the treatments is a standard treatment or a
control, and the expermenter is interested in comparing new treatments to the standard or
control treatment. Assuming that there are a total of a treatments in the experiment, there
will be only a − 1 comparisons to be made. The method for making such comparisons is
called Dunnett’s procedure. Let treatment 1 be the standard treatment, then the hypotheses
to be tested is

H0 : µ1 = µi, versus H1 : µ1 6= µi,
for i = 2, 3, . . . , a. Dunnett’s procedure requires that we reject H0 if

|ȳ1· − ȳi·| > dα(a− 1, dfE)
s
MSE

µ
1

n1
+
1

ni

¶
, i 6= 1.

where α is the joint significance level associated with all a−1 tests and tables for dα(a−1, dfE)
can be found in the Appendix of the course text.

Example 3.6: For the purpose of illustration, we shall assume that the pretimed signal is
the standard or control in the traffic engineering study. At α = 0.01, the critical value for
Dunnett’s test is d0.01(2, 12) = 3.387. Then,

d0.01(2, 12)

s
2MSE
n

= 3.387×
s
2× 11.4857

5
≈ 7.2598.

Using the results from Example 3.5, we can see that the conclusion is to reject the null
hypotheses H0 : µ1 = µ2 and H0 : µ1 = µ3.

4. Single Factor Experiments With Random Effects

So far, we have restricted our discussions to single factor experiments in which the levels
or treatments of the factor were fixed in the sense that the treatments were the specific
treatments of interest. Thus, the results of our analysis and conclusions about the factor
applied only to the treatments that were studied. For instance, the conclusions from the
analysis of the data in the meat storage experiment applies only to the four types of pack-
aging (commercial wrap, vacuum, mixture of 1% CO, 40% O2, 59% N and 100% Co2) that
were studied because the levels were fixed.

In this section, we consider situations in which an experimenter has to choose some treat-
ments from a large population of possible treatments for the purpose of conducting an
experiment. If the treatments are randomly chosen, then the factor is called a random factor
and the conclusions from analysis of data from such an experiment apply, not only to the
treatments studied, but also to the entire population of treatments. For example, consider
a planned experiment on casting of high temperature alloys described below.

A metal alloy is produced in a high-temperature casting process. Each casting is
broken down into smaller individual bars that are used in applications requiring
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small amounts of the alloy. The tensile strength of the alloy is critical to its
intended future use.

The casting process is designed to produce bars with an average tensile strength
above minimum specifications. Some variation in tensile strength among the bars
is acceptable when only a small proportion of bars do not meet specifications.
However, excessive variation results in unacceptable proportion of bars that do
not meet specifications.

Two components contribute to the total variation in tensile strength of the man-
ufactured bars; variability among fabrication castings and inconsistencies within
the casting process that affect bars from the same casting. Maintaining control
over the variation requires knowledge of the variability contributions by each part
of the process.

An experiment was planned to isolate and estimate the contributions of these
two sources of variation. Since the process of measuring tensile strength in bars
destroy the bars, the experimenters decided to randomly select only three fabri-
cations conducted in the same facility from which high-temperature castings of
the alloy will be taken. Destructive tensile strength measurements will then be
made on a random sample of 10 bars from each of the three castings leading to
a total of 30 data points.

Now, from the description of the problem, the investigators were interested in the varia-
tion in tensile strength among castings produced by the facility. It was therefore important
to plan and conduct the experiment with randomly selected treatments (castings) so that
at the end the conclusion will apply to all the castings from the facility and not only to
the three castings used in performing the experiment. Another important consideration for
using random effects in this experiment is the fact that the investigators wanted to be able to
estimate the proportion of variation in tensile strength that can be attributed to differences
between castings and that due to inconsistencies within the same casting.

4.1. Random Effects Model

Let the number of treatments that were randomly selected by the experimenter be a. Let
τi represent the random effect of treatment i on the observed response. Since the factor is
random, τi is now a random variable. It is common to assume that τi has zero mean and
constant variance σ2τ and that the τi’s are independent and identically distributed. That is,
E(τi) = 0 and V (τi) = σ

2
τ . Supposing that the random variation in the observed response

yij can be represented by ²ij, then the random effects model is

yij = µ+ τi + ²ij, i = 1, 2, . . . , a, j = 1, 2, . . . , n, (4.1)

where µ, the overall mean, is not random but fixed. We assume that E(²ij) = 0 and
V (²ij) = σ

2 and that τi’s and ²ij’s are independent for all i and j. For the purpose of testing
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hypotheses, it is common to assume that the τi’s and ²ij’s are normally distributed. Then,
we can write

τi
iid∼ N(0, σ2τ ),

and
²ij

iid∼ N(0,σ2).
Students may have noticed that the form of the fixed effects model (2.1) and that of the
random effects model (4.1) is the same. The difference between these models come from the
assumptions underlying each of the two models. In the random effects model, it is clear that
the variation in a single observation

σ2y = V (yij) = σ
2
τ + σ

2,

comes from two components; whereas in the fixed effects model the variance comes from the
random error only. Thus, the random effects model (4.1) is sometimes called the components
of variance model.

4.2. Analysis of Variance

The decomposition of the total variation in the observations, in single factor fixed effects
models, into two components discussed in §2.4 remains valid for random effects models. That
is,

SST = SSTreatments + SSE,

and elements of the analysis of variance table are computed in the same way. However, since
the treatment effect here is random, we can show that

E(MSTreatments) = σ
2 + nσ2τ ,

and
E(MSE) = σ

2.

Now, σ2τ = 0 means that the variation between treatments is zero. That is, the treatments
have the same effect on the observed responses. In that case, both MSTreatments and MSE
can be seen to be unbiased estimates of the error variance σ2 and

E (MSTreatments)

E (MSE)
= 1.

Conversely, if σ2τ > 0 then MSTreatments becomes a biased estimator of σ
2 and

E (MSTreatments)

E (MSE)
>> 1,

depending on the magnitude of σ2τ . Consequently, the hypotheses for evaluating differences
between treatment means in random effects models is usually stated in terms of the variance
of the treatment effects σ2τ as

H0 : σ
2
τ = 0, versus H0 : σ

2
τ > 0,

with test statistic

F0 =
MSTreatments

MSE
.
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4.3. Point and Interval Estimation of Parameters

The parameters in the single factor random effects model (4.1) are (a) µ, (b) σ2 and (c)
σ2τ . Note that in (4.1), τi’s are no longer parameters because they are random. In random
effects models, interest is usually focused on estimating the variance components σ2 and σ2τ
because it provides a measure of the proportion or percentage of variation in the observations
contributed by differences between treatments and that due to random variation within the
experimental units under each treatment.

The least squares method can be used to show that the point estimate of the fixed parameter
µ is µ̂ = ȳ··, the average of all the observations. There are several methods in the literature
for estimating the variance components. In this course, we will however discuss the method
of analysis of variance. This method uses the expressions for expected mean squares. We
simply equate the observed mean squares to the expected mean squares and solve for the
variance components. By doing this, it is clear that

MSE = σ
2

and
MSTreatments = σ

2 + nσ2τ .

Then, solving for the variance components in these equations lead to

σ̂2 =MSE

and

σ̂2τ =
MSTreatments −MSE

n
.

If the data is unbalanced, in the sense that the number of observations under the treatments
are not equal, then we replace n in σ̂2τ by

n0 =
1

a− 1
"
N −

Pa
i=1 n

2
i

N

#
,

where N =
Pa
i=1 ni.

It is clear that variance components are never negative. However, the analysis of variance
method of estimation used here may sometimes lead to a negative estimate of σ2τ . Whenever
this happens, the student may accept the estimate and use it as evidence that the true value
of σ2τ is zero, under the assumption that sampling variation led to the negative estimate. Al-
ternatively, the student may use other estimation methods which always yield nonnegative
estimates to compute σ̂2τ . The analyst may also view the negative estimate as evidence that
the linear model (4.1) is not adequate for the system under investigation and then reexamine
and remodel the problem.

Interval Estimation

In order to assess the accuracy of the point estimates for the variance components, a student
may wish to examine their confidence interval estimates. A confidence interval estimate
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for σ2 can be easily evaluated since if the normality assumption holds, then the statistic
(N−a)MSE

σ2 follows the χ2 distribution. More precisely,

(N − a)MSE
σ2

∼ χ2N−a.

Therefore, we can make the following coverage probability statement, that

P

"
χ21−α

2
,N−a ≤

(N − a)MSE
σ2

≤ χ2α
2
,N−a

#
= 1− α.

By rearranging the arguments within the square bracket, we find that a (1− α)100% confi-
dence interval for σ2 is

(N − a)MSE
χ2α

2
,N−a

≤ σ2 ≤ (N − a)MSE
χ21−α

2
,N−a

.

The process for constructing confidence intervals for the variance component σ2τ is slightly
more complicated. In fact, an exact confidence interval for σ2τ cannot be constructed as a
result of technical difficulties. Approximate procedures can be found in some more advanced
texts on linear statistical modelling. However, we can construct exact confidence intervals
for the proportion of variation in a single observation contributed by differences between
treatments

σ2τ
σ2τ + σ

2
.

We saw earlier that this proportion provides an important information to the investigators.
For balanced designs, we can show that

MSTreatments/(nσ
2
τ + σ

2)

MSE/σ2
∼ Fa−1,N−a.

Thus,

P

Ã
F1−α/2,a−1,N−a ≤ MSTreatments

MSE

σ2

nσ2τ + σ
2
≤ Fα/2,a−1,N−a

!
= 1− α.

By rearranging the terms within the parentheses, we can rewrite the above probability
statement as

P

Ã
L ≤ σ2τ

σ2
≤ U

!
= 1− α,

where

L =
1

n

Ã
MSTreatments

MSE

1

Fα/2,a−1,N−a
− 1

!
,

and

U =
1

n

Ã
MSTreatments

MSE

1

F1−α/2,a−1,N−a
− 1

!
.

That is L and U are lower and upper confidence limits for the ratio σ2
τ

σ2 . Therefore, a

(1− α)100% confidence interval for σ2
τ

σ2
τ+σ

2 is

L

1+ L
≤ σ2τ
σ2τ + σ

2
≤ U

1+ U
.
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Example 4.1: A manufacturer suspects that the batches of raw material furnished by
his supplier differ significantly in calcium content. There are a large number of batches
currently in the warehouse. Five of these are randomly selected for study. A chemist makes
five determinations on each batch and obtains the following data.

Batch 1 Batch 2 Batch 3 batch 4 Batch 5
23.46 23.59 23.51 23.28 23.29
23.48 23.46 23.64 23.40 23.46
23.56 23.42 23.46 23.37 23.37
23.39 23.49 23.52 23.46 23.32
23.40 23.50 23.49 23.39 23.38

(a) Is there significant variation in calcium content from batch to batch ?

(b) Estimate the component of variance.

(c) Find a 95% confidence interval estimate for the ratio σ2τ/(σ
2 + σ2τ ).

Solution: Since the five batches were randomly selected for the study, the effect of
each batch is now a random variable. Thus, interest will be on estimating the variance
components as well as testing for variability between batches.

(a) H0 : στ = 0 versus H0 : στ > 0.

The analysis of variance table for the data, obtained from SPLUS, is

Table 4.1. The Analysis of Variance Table for Calcium Content

Source of Sum of Degrees of Mean
Variation Squares Freedom Squares F0 p− value

Batches 0.012656 4 0.003164 0.3680782 0.828489

Error(within
treatments) 0.171920 20 0.008596

Total 0.184576 24

We note that in this example MSE > MSBatches. This is an indication that the
error made within each treatment is larger than the error arising from difference
between the batches. Since the p-value is very large, there is very strong evidence
that there is no significant variation in calcium content from batch to batch.

(b) The component of variance estimates are σ̂2 = 0.008596 and

σ̂2τ =
MSTreatments −MSE

n
=
0.003164− 0.008596

5
= −0.0010864.

Since variance cannot be negative, this estimate is not meaningful. Therefore, we
either take it to be zero or use an alternative method of estimation to compute
σ̂2τ . We may also wish to examine the adequacy of the model used for analyzing
the data.
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(c) First we note that at α = 0.05, χ2α
2
,N−a = χ20.025,20 = 34.16959 and χ21−α

2
,N−a =

χ20.975,20 = 9.590777. Also, we find that Fα
2
,a−1,N−a = F0.025,4,20 = 3.514695 and

F1−α
2
,a−1,N−a = F0.975,4,20 = 0.1168232. Therefore, a 95% confidence interval for

σ2 is given by
20× 0.008596
34.16959

≤ σ2 ≤ 20× 0.008596
9.590777

.

Thus the required interval is given by 0.00503 ≤ σ2 ≤ 0.01793.

To compute the interval for the ratio σ2τ/(σ
2 + σ2τ ), we first evaluate

L =
1

n

Ã
MSTreatments

MSE

1

F0.025,4,20
− 1

!
=
1

5

µ
0.3680782

3.514695
− 1

¶
= −0.1790549,

and

U =
1

n

Ã
MSTreatments

MSE

1

F0.975,4,20
− 1

!
=
1

5

µ
0.3680782

0.1168232
− 1

¶
= 0.4301457.

Therefore, the 95% confidence interval for the ratio σ2τ/(σ
2 + σ2τ ), is given by

L

1+ L
≤ σ2τ
σ2τ + σ

2
≤ U

1+ U
=

−0.1790549
1− 0.1790549 ≤

σ2τ
σ2τ + σ

2
≤ 0.4301457

1.4301457
.

Since the lower bound is negative and the ratio cannot be negative, the required
95% confidence interval is,

0 ≤ σ2τ
σ2τ + σ

2
≤ 0.3008.

5. Randomized Complete Block Design

When planning an experiment, it is absolutely essential to account for any variable that
may influence the response. Failure to do this may lead to an inflated estimate for the error
variance, which will in turn make it difficult to detect any real differences between the treat-
ments of the factor of interest. For instance, in §1 we described the problem wheat farmers
face in determining the appropriate amount of nitrogen fertilizer to apply to wheat plants
and at what stages of growth it should be applied. We also described how the investigator
of the problem selected six (6) timing and rate schedules (treatments) and a field that has a
water gradient for the purpose of studying the problem in order to make recommendations
for refining the current timing and rate schedule. Supposing that the investigator ignores the
fact that the water gradient can influence plant growth and treats the problem as a single
factor (timing and rate schedule) experiment. Now, it is expected that growth in the plants
nearer the water gradient will be better than growth in the plants farther away from the
gradient. Therefore, the variability in plant growth caused by the water gradient will cause
the variation in the growth of plants receiving the same treatment to be very large because
these plants will be in different parts of the field. In statistical terms, this means that the
estimate of the error variance MSE will be very large. Since the F-statistic for testing dif-
ferences between treatments has the MSE in the denominator, the F0 value will be smaller
than the actual value. Hence, it will be almost impossible to tell if there is any significant
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